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Welcome 
Most companies (and most likely yours too) want to be data-driven 
and/or monetize their vast amounts of data. But before you start 
using advanced technologies like AI or Machine Learning, this data has 
to be prepared first. It’s a complex process, so to help you out, we will 
guide you through what it involves.
 
Nowadays, a Modern Data Warehouse is a need for virtually any 
company. The internet is full of suggestions, reference architectures, 
and recommendations on how to do the job well. The theory is a good 
starting point, but it doesn’t always correspond with reality. 

In this ebook, we will share our experience from real Data Warehouse 
modernization projects. We will cover many aspects, not just those 
related to development. 



What will you find in this ebook? 

When it comes to large projects, development is not the biggest 
challenge. Actually, it is all the organizational aspects that can be 
difficult. So, to give you an overview of what to expect, we will go 
over the following topics:

 • Modern Data Warehouse architecture and challenges, based on an 
MVP project 

 • Predica Data Domain Framework (PDDF) 
 • Project organization, tools, process structure, 

infrastructure and environments, automation 
 • Master Data Management.

Let’s begin!

            What is an MVP?

MVP, or Minimum Viable Product, is a concept developed by Eric Ries as part of 
his Lean Startup approach. We use it to describe an initial phase of a project, 
where we develop a limited-scope version of a working solution that can be 
deployed to production and tried out “in-flight”. If the trial is successful, it can 
then be scaled up and expanded to the required scope.



First, we need to clarify the concept of a data warehouse. According to 
Wikipedia: 

“a data warehouse . . . is a system used for reporting and data analysis . . . 
[Data Warehouses] are central repositories of integrated data from one or more 
disparate data sources. They store current and historical data in one single 
place that are used for creating analytical reports for workers throughout the 
enterprise.” 

Data Warehouses are well known and widely used. But how is a modernized 
version different? 

What is a Modern Data Warehouse? 

https://en.wikipedia.org/wiki/Data_warehouse


Why do you need a Modern Data Warehouse? 

Here are the two main reasons why you need to 
consider an upgrade: 

1.  You have Big Data and unstructured 
/semi-structured data that must be integrated
 with structured data 

2.  You want to use modern public cloud data 
services (keep reading to find out why this is 
a good idea). 

Microsoft describes this solution in the following way:
 

“A modern data warehouse lets you bring together all 
your data at any scale easily, and to get insights through 
analytical dashboards, operational reports, or advanced 
analytics for all your users. . . [It] combine[s] all your 
structured, unstructured and semi-structured data” 

In other words, a Modern Data Warehouse can 
handle much larger volumes of data and perform 
complex operations on multiple types of data, giving 
you in-depth insights. 

The Microsoft concept of a Modern Data Warehouse 
is based on multiple Azure cloud services: 

 • Azure Data Factory 
 • Azure Data Lake Storage 
 • Azure Databricks 
 • Azure Synapse Analytics 
 • Azure Analysis Services 

… and others. 

https://docs.microsoft.com/en-us/azure/architecture/solution-ideas/articles/modern-data-warehouse


Visualization of a Modern Data Warehouse

Based on the Microsoft model
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What are the problems with 
old data warehouses? 

Every business needs some sort of reporting and/or 
dashboarding. Typically, it also uses many different 
systems to conduct its day to day operations, so the 
data must be acquired, cleansed, transformed, and 
integrated beforehand. 

However, more often than not, an existing 
data warehouse is a result of years of constant 
development due to the evolution of a company itself, 
and adaptation to an ever-changing external business 
environment. 

Unfortunately, the pre-cloud era in IT did not support an 
agile and flexible approach to any system development or 
deployment. The combination of: 

 • the ever-changing business and technical requirements 
 • serious scalability challenges of on-prem hardware and 

software platforms, and 
 • not being suitable for the waterfall approach 

makes most EDWs (Enterprise Data Warehouses) look a bit 
difficult: unfriendly, not useful, not eager to cooperate, and 
fighting to survive.

Why not save time?
Employees might spend nearly 30% of their time 
trying to get the data they need (McKinsey & Co.) – 
whereas a modern data warehouse could provide it 
within minutes.

https://www.mckinsey.com/business-functions/mckinsey-digital/our-insights/designing-data-governance-that-delivers-value


Why is the change important? 

You have probably heard this already. 

“Data is the new oil of the digital economy” 

You might have even read it on our blog.

And yet, data professionals, engineers, and scientists point out that only 
a small amount of the available data is being utilized. And that’s despite 
the fact that companies are exposed to an unbelievable explosion of 
information. 

Therefore, with public cloud services, availability, and maturity of  
Platform as a Service (PaaS) computing, and considering the data 
processing needs of virtually every business, now is the best time to 
modernize the existing data warehouses. 

https://www.predicagroup.com/blog/data-operations-guide/?utm_source=ebook&utm_medium=organic&utm_campaign=EDW


How can PaaS help? 
We’ve already mentioned the scalability and 
deep insights available with this solution. 
What’s more: 

 • PaaS computing requires less 
administration and management from 
the infrastructure personnel as there 
are fewer maintenance responsibilities 
(version updates, patching, etc.) 

 • PaaS offers better scalability, easy and fast 
provisioning and configuration 

 • High Availability (HA) and Disaster 
Recovery (DR) features are available out-
of-the-box 

 • From the financial point of view, the public 
cloud offers a low entry cost and a pay-as-
you-go model. 

There are of course many concerns that need 
to be taken into account, such as: 

 • privacy and compliance 
 • no previous public cloud experience, or 
 • the lack of knowledge of on-prem/public 

cloud integration (many of the existing data 
sources, mainly Line of Business systems, 
are on-prem solutions). 

Note: Predica Cloud Governance 
Framework (CGF) may be used 
to address Business, People, and 
Technology concerns regarding 
using the public cloud.  

https://www.predicagroup.com/solutions/cloud-governance/
https://www.predicagroup.com/solutions/cloud-governance/


Where does Azure come in? 

Modern Data Warehouse can’t exist without modern 
infrastructure. We use Azure PaaS data services 
whenever possible, our intention being to reduce 
overhead related to infrastructure maintenance. It 
helps save a lot of working hours. 

Selecting and buying the right hardware, then setup, 
tuning, high availability and disaster recovery setup, 
troubleshooting, etc. – it’s usually a nightmare. And that’s 
just the tip of the iceberg compared to what you have to 
take care of in on-premises environments. 

Moreover, you can’t be 100% sure that your hardware 
estimation is accurate. Therefore, for safety reasons, you 
buy more than necessary and your infrastructure might lay 
idle. 

What’s more, within a few months, it might not be sufficient. 
Then you can try to scale up/out. No matter what you do in 
this case, it is not something that you can achieve within a 
few minutes or on demand. 

The cloud is the future
Gartner predicts that by 2020, 90% of data and 
analytics innovation will be based on the public 
cloud. It looks like a good time to get ahead of the 
competition!

https://www.gartner.com/smarterwithgartner/gartner-top-10-trends-in-data-and-analytics-for-2020/


What are the advantages of using the cloud? 

It is extremely difficult to estimate the project scope, and business users’ needs and 
requirements for such a comprehensive project, especially at the beginning of a digital 
transformation in a large organization. 

These kinds of engagements don’t just take a couple of weeks. Many assumptions 
will change from phase to phase. Internal and/or external factors also influence the 
business. But the cloud can give you a number of advantages. 
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In today’s world, we operate in a continuously 
changing environment. You need to be adaptable 
to adjust to a new reality fast. The infrastructure 
needs to be flexible to meet demand, business 
needs, increasing data volume, increasing queries, 
users, etc. Fast adoption is a must. 

Thanks to the cloud environment, we can now react 
instantly. Need more computing resources? No 
problem, let’s scale up the service or provision more 
database instances to meet the demand. Without this 
ability, an advanced data project may not succeed.

Another thing worth noting is the environment provision 
and configuration. With the Azure cloud, we can easily 
build a set of environments (development, test, and 
production). With a single click, we can provision it using 
automation pipelines. 

Additionally, all environments are consistent, which 
means we avoid issues related to software versions 
when deploying the solution to test and production. 

The conclusion? If you are not restricted (by law, 
regulations) – move to the cloud. Do not experiment 
with on-premises, you’ll likely save your time  
and money. 



What does a typical project involve? 

In the next chapter, we’ll start explaining how to implement a Modern Enterprise Data Warehouse, based on the projects we 
delivered. But before we do this, let’s add some background information from those engagements. Here are the figures for 
our usual modern EDW projects: 

100 TB 
initial volume of 

data to be moved to 
Azure (order of 

magnitude) 

~10 bn 
 initial numer of 
records in the 

biggest transactional 
table (order of 

magnitude) 

20 to 40 
different source systems 

integrated (relational databases, 
structured & semi-structured 
data, SQL, NoSQL data, web 
services, etc.) from different 

time zones and countries 

40% 
forecast data 
increase year 

on year 

3.5-7
bn 

 1st year

5-10
bn 

 2nd year

7-14
bn 

3rd year

Predicted 
yearly number 

of records: 

20 years 
of data history 

available 

~15 mln 
approximate initial 
daily data volume 

(in records) 



What are the frequent reasons 
for modernization? 
Companies usually decide to undertake Data Warehouse Modernization projects due to many 
business and technical challenges they faced with the previous versions of the solution. Here 
are the most important reasons: 

 • The data is in different sources, getting insights takes too long, which results in missed 
opportunities 

 • There is no single view on spending habits, leading to costly procurement 
 • It is difficult to join social data with the company’s own. Consequently, marketing campaigns 

are less effective or inefficient 
 • We can’t identify the most valuable customers and find out how to retain them 
 • Data quality isn’t good enough and leads to imprecise reporting 
 • The import of data packages may fail due to scalability and availability issues 
 • The window for data acquisitions, reconciliation, recalculation, and reporting is often too 

short to deliver effectively.

Last but not least, most companies want to transform their business with digital services aided 
by Machine Learning and Artificial Intelligence. The first step to achieve this ultimate goal leads 
through a Enterprise Data Warehouse modernization project. 



Key takeaways:

What is a data warehouse?

Use cloud services to  
modernize your data warehouse

Discover advanced analytics

Gain more possibilities

It is a structure which consolidates and analyzes data to provide 
valuable business information. A Modern Data Warehouse uses cloud 
technology to deliver more powerful functionalities and deeper insights. 

This way, you can take advantage of its flexibility and scalability. As 
your business grows or the market changes, you can adjust quickly as 
needed. 

With the cloud, you can integrate more diverse sources of data and take 
advantage of Machine Learning and AI to identify trends and predict 
future performance. 

No project is too big - some involved vast amounts of data spanning 
up to 20 years. Implementing a Modern Data Warehouse enabled the 
companies to discover and take advantage of new business opportunities. 



How to design a modern data 
architecture using Azure? 

It’s time to talk projects! 

We will go over a typical MVP project phase and discuss some of the challenges 
which are likely to appear. Don’t worry – we’ll go over the solutions too. 

Case study: What could I gain from an EDW modernization project?

One of these projects came as a result of our partnership with AmRest, a 
restaurant operator with over 50,000 employees. Thanks to a data warehouse 
modernization, they can take advantage of:

 • Point of Sales analysis
 • Key analytical reports
 • Profit and Loss statement & reporting process
 • Cost analysis divided by organizational hierarchy and product category
 • A dedicated interface for managing master data
 • Access to a single source of truth using Excel or Power BI.

Read more online.

https://www.predicagroup.com/clients/amrest-enterprise-data-warehouse?utm_source=ebook&utm_medium=organic&utm_campaign=EDW


The goals of the first project 
phase 
The average Enterprise Data Warehouse 
project duration is about three years. It is 
not possible to do everything in one go. 
A solution like this has to be delivered in 
smaller parts. The goals of the first phase 
(MVP) might look a bit like this: 

 • Build a global unified data model (data 
warehouse) which embraces data from a 
single business area (e.g. sales, marketing, 
HR, or other), but allows for expansion in 
the future 

 • Integrate data from the largest Line of 
Business (LoB) system 

 • Data should be available by a specified local 
time (regardless of the time zone of the raw 
data source) 

 • Fresh raw data from LoB systems is to be 
loaded regularly 

 • Data should be available for consumption 
by all employees in scope

 • The analytical model will contain multiple 
years’ worth of data 

 • Design a business area overview dashboard 
with all security measures applied (a priority 
aspect), that responds in less than a few 
seconds. 

These are pretty standard requirements, but 
even so, they require a lot of work. As you 
probably expect, they also come with some 
challenges. Let’s see what they look like and 
how to address them. 



Challenge 1:
How to move several TB of data from on-premises to 

the cloud, and how to store them effectively?

One of the aims of the MVP is transferring a large 
amount of data from source systems’ backups to the 
new cloud environment. The data is required for initial 
processing. 

In one of the cases, we had to move around 50 TB of 
data from the biggest LoB system to the Azure Cloud. 
The whole process took a few weeks. The first step 
was to restore Oracle data backups, i.e. 5 files of 10 TB 
each. We did this in an on-premises infrastructure. 

The next step was to extract all data from all source 
tables into files. At this point, three important things had 
to be planned: 

 • Where will the files be stored, and how will they be 
structured and organized? 

 • How should the files be divided? How much data 
should each file contain? 

 • What file format should data be extracted to? 

Let’s go over them one by one. 



Where to store the files, and how to 
structure & organize them? 
It is important to plan globally how 
raw data will be stored. Usually, when 
building a Modern Data Warehouse on 
Azure, the choice is to keep files in a Data 
Lake or Blob storage. So, our choice was 
to utilize Azure Data Lake Storage Gen2 
to collect and store all raw data from all 
source systems. 

The crucial next step is to plan and design 
the Data Lake folder structure and layout. 
We need to decide how files from particular 
source systems should be organized, i.e. in 
what folders, how these folders should be 
partitioned, how folders and individual files 
should be named. 

All these details are very important because 
they determine the ease of navigation 
through a Data Lake. 

How should the files be divided and how 
much data should each of them contain? 

The main factor which helps plan 
the right file split is data volume and 
its growing pace. When it comes to 
dictionary data, the choice is always 
the same, i.e. one file for all data in a 
dictionary table, even if a table stores 2 
million records or so. 

Transaction data requires more 
attention. It’s possible to have 
transaction data files that store data just 
for one day, one month, or one year. 
So far, a granularity lower than one day 
was not needed. 



What file format should we extract the data to?  

The file format has a significant impact on the final data size. One of our attempts of 
data extraction involved the move from Oracle to CSV files, where the data size grew 
by 40-50%. At this point, we decided to try different formats. Otherwise, the initial 50 
TB would grow up to 75 TB. 

We moved the data into the Apache Parquet format instead. This way, we 
managed to reduce the data size by 90%. This was a significant change and as a 
result, the transfer to the cloud could be done in a relatively short time. 

During the data extraction process, the files were partitioned and put into respective 
folders according to our Data Lake design. As the final step, they were transferred to 
the Azure Data Lake Store using AzCopy application, which took around 8 hours. The 
AzCopy can reflect the copied file and folder structure in the destination. Therefore, 
there is no need to organize files again. 



What have we learned from this challenge? 

Design the Data Lake carefully 

Think about the 
data file format 

Analyze the data thoroughly 

Compress data 
before migration 

Use AzCopy for 
efficient transfer 

A well-designed Data Lake is crucial and this task should be done with 
scrutiny. This is the landing zone where all data for the whole new system 
will be placed, distributed and consumed by business users, and probably 
other systems. The right naming convention and well thought-out 
structure means ease of use and helps to navigate through the Data Lake. 

The data file format is essential. Apache 
Parquet seems to be the best choice right 
now, especially if Azure Databricks with 
Delta Lake tables are utilized. 

Check the amount of initial data, find out what is the volume, how fast 
the data volume increases. Using this information, decide how data 
will be split into files (partitioned). Sometimes the amount of data is so 
large that one file should store data for just 15 minutes. In other cases, 
it can be one day, month, or year. 

Compress the data before moving it to the 
cloud. The initial size might be significantly 
reduced. Natively, Apache Parquet format 
can reduce the size of the initial data 
even by 90%. 

AzCopy is a fast and efficient way to transfer 
data from an on-premises environment to 
Azure. After native compression provided 
by Apache Parquet, data transfer of 
the initial 40 TB of data is not a problem, 
and a transfer via physical drives to a data 
center is not required.



Challenge 2:
How to control large amounts of data?

The aforementioned numbers might not be impressive 
at all. There are many other solutions with a much larger 
volume of processed data, no doubt. The point is that if 
the scale crosses a certain threshold, you no longer care 
if this is 10, 100 billion records, or more.  You need to 
refine the applied techniques and optimize constantly. 

For one of the projects, we initially chose Azure Synapse 
Analytics, previously called Azure SQL Warehouse Gen2 
(or ADW for short). It seemed like a good choice because 
it provided processing and storage engine all in one. 

We adopted the ELT (Extract, Load, Transform) approach. 
This means we first extracted all data from an on-
premises Oracle-based source system into Azure Data 
Lake Store Gen2 (ADLS). 

Case study: Would my data formats work with 
a Modern Data Warehouse?

AmRest has over 2,300 locations. Their new modern 
data warehouse integrates data from them all, held in 25 
different sources:

 • SQL (Oracle, SQL Server, PostgreSQL, etc.), non-SQL 
databases

 • APIs (REST, SOAP)
 • Flat files (Excel, XML, JSON, CSV, etc.)
 • SFTPs, file shares
 • Azure services (Log Analytics, Power BI logs).

So, whatever your data formats, we could probably make 
them work!

Read more online.

https://www.predicagroup.com/clients/amrest-enterprise-data-warehouse?utm_source=ebook&utm_medium=organic&utm_campaign=EDW


Data extraction and processing 
in the cloud 
Data extraction was coordinated by 
the Azure Data Factory Copy Activity 
process. The raw data from transactional 
and dictionary tables was stored in the 
Apache Parquet format. 

Note: Storing data in a Data Lake has 
several benefits. For example, when you 
have to integrate multiple systems or 
souces, you certainly need to reload data 
from scratch.  
In that scenario, ADLS lets you: 

 • Offload source systems. 
 • Reload data faster.  
 • Save costs and infrastructure resources.  

Using the PolyBase feature (from 
ADW), the data from ADLS was loaded 
into staging tables on ADW. Next, the 
ADW did the main data processing, i.e. 
calculating fact tables, and mapping 
surrogate keys for dimensions (from 
Master Data system). In the end, the fact 
and dim data was extracted to Azure 
Analysis (AAS) structures. 

The final data destination is a Power BI 
dashboard, which consumes data from 
the AAS model using Live Connection. 
Data coordination, orchestration, and 
processing pipelines were handled by 
Azure Data Factory. In this process, 
we did everything according to 
recommendations and practices from 
the official documentation. 



Almost done? Not really!  

Extracting and data processing required many probing attempts to 
extract at maximum speed and deliver data on time. For that particular 
project milestone, the described procedure worked as expected and was 
sufficient. However, it was the integration of just one system, with a few 
dozen more on the way. 

After the MVP phase, we decided to upgrade our architecture and apply 
some modifications, which we will describe in detail in the next section. 

A chance to leap ahead
Gartner states that less than half of corporate strategies for delivering 
business value take data and analytics into account. Ignoring the power 
of data could be a missed opportunity.

https://www.gartner.com/smarterwithgartner/why-data-and-analytics-are-key-to-digital-transformation


What have we learned 
from this challenge? 

Be careful of how much data 
you try to process at once

Check which service is best 
for copying your data files 

Azure SQL Warehouse is good as a storage solution for large warehouses, 
but not the best for large volume data processing. We often struggled 
with tempdb errors. It required splitting data into smaller chunks (break 
your CTAS query or INSERT SELECT) and checking if the service tier would 
handle that. The situation looks much better with Azure Databricks.

Azure Data Factory’s Copy Activity performs poorly if you need to copy 
data from RDBMS to files. There are much better solutions to achieve 
good performance.



Challenge 3:
How to deliver data on time?

A crucial business requirement is usually to deliver data to a Power BI dashboard at a specific time. 
Therefore, the solution has to get data from the source system, calculate dimension and fact tables, and 
process the analytical model that the Power BI service is connected to. 

Copying data to the cloud 

Azure Data Factory has a core feature of Copy 
Activity, which lets you copy data between source and 
destination. It supports around 100 different systems. 
It is often included in Microsoft architectures as the first 
component that links your on-premises environment to 
Azure infrastructure. 

ADF is presented as the service that moves your on-
premises data to the cloud. And that is completely true, 

however performance, i.e. the speed of data extraction 
and transfer, can be an issue. 

ADF Copy Activity performance is one of the slowest 
when the source is RDBMS and the sink is Azure Data 
Lake Storage. But we needed to copy raw data (saved 
as Apache Parquet files) from Oracle to ADLS, and then 
using the PolyBase feature, load them to Azure SQL Data 
Warehouse. The performance rate wasn’t great. 



We made many different attempts to 
improve ADF’s Copy Activity performance 
using settings like Data integration 
units (DTU), degree of copy parallelism, 
running multiple Copy Activities 
simultaneously, etc. 

Another possible solution that is often 
practiced is extracting data from the 
source system to files (CSV, Apache 
Parquet, etc.) using the on-premises 
infrastructure and exposing it on a 
network drive or FTP server. It could 
ensure that data is extracted in the 
fastest possible manner. However, 
this process was disconnected and not 
controlled by the ADF pipeline. 

The real game-changer was the switch 
to Azure Databricks. We rebuilt and 
improved the data flow pipeline. We also 
shortened the path which data needs to 
go through during the ETL/ELT process. 

Most architectures recommend putting 
data into Data Lake first. This approach 
just adds an additional step in data 
processing and simply makes it longer. 

ADLS is still a crucial component of EDW 
architecture, but data is saved using 
Azure Databricks. Simultaneously, for 
full reloads it is possible to gather data 
from ADLS rather than from a source 
system. 

Additionally, the whole burden of 
data processing is moved to Azure 
Databricks. Azure SQL Warehouse is 
only used as data storage for a unified 
warehouse model. 



Sample architecture of a Modern 
Data Warehouse MVP



What have we learned from this challenge? 

Use Databricks for copying data Use Databricks for processing too 

Databricks loads data faster 
from Azure Data Lake Store 

The copy activity was handled by Azure Databricks, i.e.: Databricks 
connected directly to the specific data source and copies data into Delta 
Table structures, instead of the Azure Data Lake Store. Databricks can 
copy data with maximum performance. We reduced the time to 4-6 
minutes while copying the biggest transaction table data. At first, all source 
data was copied to Azure Data Lake Store. 

All data processing was conducted on Azure Databricks. It resulted in 
faster data processing and calculation, because data was available on 
Databricks after the first step. The PolyBase feature is not needed to load 
raw data from ADLS. Furthermore, data transfer between source and 
Azure SQL Warehouse is faster when avoiding Azure Data Lake Store. 

Azure Databricks loads data from Azure Data Lake Store at a 
tremendous pace. It is several times faster than PolyBase from Azure 
Data Lake Store to Azure SQL Warehouse. The performance was about 
20 times faster.



Challenge 4:
How to fit large amounts of data into 

Azure Analysis Services? 

Once the dimensions and facts are calculated, data is 
exposed for analysis using a dedicated service, such as 
Azure Analysis Services. 

AAS provides additional analytical features that let 
users slice and dice data from different contexts, 
define aggregation measures, play with time 
intelligence, and look at the data from a hierarchical 
perspective. 

In general, analytical databases form another 
abstraction layer that enhances your data analytics and 
reporting capabilities. 

Case study: What is the capacity of a Modern 
Data Warehouse?

Here are some metrics from the solution we helped 
AmRest build:

 • several TBs of data - current storage
 • 40% - expected yearly growth rate
 • 100 GB - expected daily data flow
 • 30 minutes - the frequency of loading data packages
 • 99.5% - operational availability of the service, 

24/7/365

What would you like to achieve?

Read more online.

https://www.predicagroup.com/clients/amrest-enterprise-data-warehouse?utm_source=ebook&utm_medium=organic&utm_campaign=EDW


How to make the most of the available 
storage capacity?
When it comes to the available data 
storage services on the Azure cloud, 
most of them have a sufficient amount of 
available space. For example, Azure SQL 
Database Hyperscale can store up to 100 
TB of data, and Azure Synapse Analytics 
up to 1 PB. In the case of Azure Analysis 
Services, the biggest available service tier 
can hold up to 400 GB. 

The important thing here is that you 
should leave some memory free (about 
20-25%), otherwise data processing will 
fail. Therefore, the available memory 
space is effectively around 300 GB. As a 
result, we had yet another challenge – 
how to fit several terabytes of data into 
~0,3 TB space?

The answer was quite simple. With the 
removal of one unnecessary column, we 
were able to reduce the model size by 
70%. 

The implemented model stores 5 billion 
records and occupies 200 GB of storage. 
This might not be a tremendous amount 
of records but still, without a few 
adjustments, it would not even fit within 
1 TB. Great work here is done by the 
VertiPaq engine, which compresses data 
at a high ratio. 



What have we learned from this challenge? 

Understand which measures are 
crucial for your organization. 
It’s really not all of them.  

Avoid high cardinality columns 
like IDs for fact data. 

Do you need all the columns within 
the analytical model to form your 
data warehouse?  

What is your required data 
granularity? Aggregate data 
up front. 

Data types might have a 
significant impact on model 
size. 

Incremental processing is a must. 
Don’t even try to process everything 
from scratch daily.



Challenge 5:
How to build a fast and responsive 

dashboard?   

Fast and responsive reports are probably the 
most crucial element of the whole Modern 
Data Warehouse engagement. This is the major 
connection point where the users gain business 
insights from all the data collected. 

Anything behind reports and dashboards is hardly 
visible, yet it probably consumes 90-95% of the time 
and effort to provide and display results. However, it 
is the remaining 5-10% that determines the success or 
failure of a project. 

If your reports contain errors and do not refresh within 
a few seconds, then users won’t accept them and your 
effort will be in vain. 

Model optimization 
is key 

A large amount of data always leaves quite a mark on 
query performance. If the model is not optimized and 
measure definitions are poor, then query performance 
might decrease exponentially as the data volume 
increases. 

However, a well-designed model will not have any 
significant impact on performance even if data grows 
from 2 to 4, to 8 billion records. 



Once the model is done, it might still 
need additional improvements to 
produce a fast and responsive report. 
Each selected visualization and related 
query might require additional analysis 
and optimization, or changes at a model 
level. 

What is also important is how many 
visualizations you have and how they 
are organized. Sometimes it is better to 
combine multiple visualizations into one. 
This step reduces the number of queries 
sent to the model and lowers the number 
of queries. 

In one of the cases, the users needed 
Power BI dashboards with a live 
connection to Azure Analysis Services. 
The reports were used by people at 
every organizational level, starting with 
employees located at a particular location, 
all the way up to top management. In 
the end, they were utilized by several 
thousands of users daily. 

The expectation was to get the reports 
refreshed within 3 seconds after an 
interaction, such as changing a filter 
value. Following the tips described earlier, 
we were able to achieve this result even 
though the queried model contained 5 
billion rows. 

Note: A well-optimized and responsive 
analytical model is one of the required 
steps to achieve success. The next stage 
is an eye-catching and well-developed 
report. Creating one requires two 
different sets of skills (development 
and graphic design). The final step is 
adoption. 



What have we learned from this challenge? 

It is really important how particular measures are written. 
The same calculation logic might be achieved with different 
DAX functions but it might significantly impact performance.  

Try to avoid resource-intensive calculations, e.g. 
the DISTINCTCOUNT() function. 

Choose your dashboard visualization wisely. 

Each visualization sends a request to the Analysis Services 
model. Twenty visualizations will generate twenty queries. 

Analyze which dimension attributes and measures 
are utilized in the report. This way you can narrow the 
data scope to what is critical and needs a response 
immediately.  

By applying the appropriate aggregations to a model level, 
you can significantly increase performance. 

Use a standard filter panel if possible.



Challenge 6:
How to secure data for a large 

number of users?   

There is one more important thing left to do. 
We need to grant access to this data for a large 
number of users. Access levels should be different, 
depending on the role within the organization. 

In one of our cases, the daily number of active users 
stood at several thousand. The expectation was to 
grant access to data based on the organization’s 
hierarchical structure. Each user could have a unique 
set of requirements. 

Altogether, there were around 500,000 different 
security combinations that needed to be applied. More 
importantly, with over 25,000 employees, the company 
had a lot of personnel changes. Some people would 
leave the company, others would join it, someone would 
be promoted, etc. 

Security measures needed to take these constant 
changes into account. They had to be reflected in the 
security model, and all adjustments should be done 
automatically. 



How to manage user lifecycles 
automatically?
Creating dedicated AD groups is not a 
good idea here. There might be some 
external solutions that can handle and 
automate them. We went for a more 
convenient option. 

Our solution was to implement row-
level security in the analytical model, 
combined with the organizational 
structure. Security is driven by the 
place and position to which a particular 
employee was assigned. We used the 
central employee database as a data 
source. 

As a result, security requirements are 
evaluated automatically, based on 
the changes within the organization. 
Furthermore, additional efforts were 
made to manually add exceptions. In 
some cases, we needed to add different 
security rules. Nevertheless, everything 
is managed and driven from one central 
place. 

Using this approach, every employee 
has access to the information they need. 
An employee at a local branch sees data 
related to that branch. District Managers 
can see all data from their districts, and 
Brand Managers see all data related to 
their brand. 



What have we learned from this challenge? 

Security is a critical component that cannot be skipped. 
 It should be planned in from the beginning.  

Do not avoid this topic, especially in large projects. 

Row-level security is probably the best possible solution 
at the moment; do not dive into creating hundreds of 
thousands of AD groups. 

Usually, security can be driven by organizational structure. Try to utilize 
this data.  

Nevertheless, there are always some exceptions that need to be handled. 
Therefore, an additional UI/solution might be required to add security logic.



How to run a Modern Data 
Warehouse project effectively? 

Modern Data Warehouse development and deployment should be 
treated not as a single project but rather a program, which consists of 
multiple parts. 

During the entire lifecycle, it is important to work according to a  
defined standard. This is why we developed Predica Data Domain  
Framework (PDDF), which is the focus of this chapter. 

Data is the future!
Organizations that take advantage of their data grow approx. 30% faster per 
year than their competition, according to Forrester.

https://www.forrester.com/report/InsightsDriven+Businesses+Set+The+Pace+For+Global+Growth/-/E-RES130848


Why is it important to have a common  
standard for a data project? 
Imagine a team of 10 developers whose task is to 
integrate 10 relational database systems. Each one 
has achieved their goal, the systems are integrated. 
Therefore, from a business perspective, the requirement 
is met. 

But, if you look under the hood, there would be 
probably a lot of discrepancies as to how the solution 
was developed and delivered. 

A situation like this would impede people’s work and 
further development, and consequently, delivery time. 
Therefore, business users would get the requested 
solution later. Moreover, in the future, things like 
adding extensions, implementing updates, performing 
maintenance, etc., may become more complex and 
difficult. 

To keep consistency and avoid discrepancies, you need 
to define a unified approach to development. This is 
not just about writing common, reusable code. It is 
also important to define naming conventions, folder 
structure, and layouts, etc. 

Standards should be defined from two perspectives: 

Project setup 

This concerns the key elements of the project. An example can 
be a naming convention for the source systems.  

Tools 

This perspective specifically concerns used services. For example, 
if Azure Data Factory is used to orchestrate the data pipelines, 
then how are the pipelines named and placed into folders? 



What could help you manage a data project? 
An answer to this is a proper framework. And, luckily, we have one ready-made! 

“In computer programming, an application framework consists of a software framework 
used by software developers to implement the standard structure of application 
software.”  

“. . . a software framework is an abstraction in which software providing generic 
functionality can be selectively changed by additional user-written code, thus 
providing application-specific software. It provides a standard way to build and deploy 
applications and is a universal, reusable software environment that provides particular 
functionality as part of a larger software platform to facilitate development of software 
applications, products and solutions.”

Source: Wikipedia [1] and Wikipedia [2]

Using these principles, we invented and developed the Predica Data Domain 
Framework. It provides standards and guidelines for building and deploying 
Business Intelligence solutions in general, and specifically for Data Warehouse 
Modernization projects. 

To some extent, it also provides some generic functionalities like Testing 
Framework and Adoption Measurement.

https://en.wikipedia.org/wiki/Application_framework
https://en.wikipedia.org/wiki/Software_framework


What is Predica Data Domain Framework and why is it 
useful? 

The Predica Data Domain Framework (PDDF in short) 
can be defined as a set of rules, standards, and 
patterns that describe and indicate the path on how 
Data Domain projects should be organized, structured, 
and conducted. 

It allows you to: 

 • Organize the project in a logical, clean and consistent 
way 

 • Take a coherent and consistent approach and actions 
 • Reuse repeatable patterns (instead of reinventing 

the wheel) 
 • Increase and ensure quality 
 • Speed up the delivery process 
 • Stand out from the crowd. 

During each project, we always apply the best 
practices and standards in every area. For example, 
the infrastructure is not the main specialization of 
Data Domain, but we always design and build Azure 
architecture according to standards defined by 
Predica CoE. 

Note: Predica Data Domain Framework is a part of a wider 
concept at the Predica Group level. PDDF is a subset of 
Predica Center of Excellence (Predica CoE), where unified 
approach and standards are developed for each of our 
activity areas i.e. Apps, SecureInfra, DevOps, and Data. 



The lifecycle of a data warehouse 
project 

During the EDW lifecycle, new challenges arise, e.g. new systems 
are integrated, new solutions are used. For them, we need to 
define the new standards, new rules, new naming conventions, 
and unify them with the existing framework. It is not possible to 
define everything in advance, but strong fundamentals give huge 
benefits and advantages during project development. 

Here are the roles and processes which govern the framework, 
and, consequently, data projects.

Get ahead of the competition
EY predicts that making the most of data will be one of the key trends for the 
next decade when it comes to technology, with only 4% of companies being 
able to take full advantage of their data right now.

https://www.ey.com/en_gl/consulting/five-major-trends-which-will-underpin-another-decade-of-digital-innovation


Roles 

Predica Data Domain Framework consists of three main 
areas, which are: 

 • DataOps – Modern Warehouse and Big Data 
 • MLOps – Machine Learning and Artificial Intelligence 
 • VAOps – Visualization and analytics layer. 

The person responsible for each of the listed areas is the 
Area Administrator. They lead, create visions, and plan 
standards that should be developed and introduced in a 
short- and long-term future. 

There are also additional roles, such as: 

 • PDDF Global Administrator – responsible for general 
maintenance and development of PDDF, not related to 
any specific PDDF area 

 • Area SME (Subject Matter Expert) – a dedicated person(s) 
responsible for a specific topic (e.g. Database Project 
standards), cooperating closely with Area Administrators. 

Process 

A process developed 6 months ago might be obsolete 
or need updates. To cope with the dynamically 
changing situation, the PDDF includes a definition 
of the lifecycle process. This way, we can introduce 
changes or new features to the framework in an 
organized and controlled manner. 

Depending on the situation, the change might be small 
and can be introduced within 30 minutes. In more 
complex cases, or even building something totally from 
scratch, it might take several iterations to introduce it. 

It is always good to look at the topic from multiple 
perspectives. Once the first version is ready or an update 
is finished, the new standard is added to Predica CoE 
repository and made available within the organization. 



How to adopt the data domain 
framework within the organization? 

To guarantee successful PDDF adoption within an organization, several 
steps and actions are taken. We put a lot of effort into building awareness 
of the framework. 

The business world is continuously changing, and fast adoption of a unified 
framework is essential to stay ahead of the competition. PDDF lets our team 
communicate and work in a clear, unified way, to easily accomplish it. 

The key steps of Predica Data Domain Framework adoption

Making Head of Delivery aware of project standards and their purpose 

Training Data Domain Lead, Team Leads, Project Owners, and team members  

Introducing new Data Domain members to PDDF during onboarding 

Ensuring all Data Domain project team members are involved 

All new Data Domain projects should be organized and conducted according to PDDF

1

2

3

4

5



How to introduce the data domain 
framework to the project? 

It is not possible to monitor everything manually during a project. This is 
especially problematic for large engagements. 

It might be a tedious, time-consuming, and an error-prone task. Especially if 
a large amount of code is produced every day, and someone has to verify a 
large number of rules and requirements. 

Therefore, to improve efficiency, we introduced a dedicated automation 
process. It verifies whether standards are applied correctly. 

Automation is applied during a code pull request to the repository. 
Appropriate policies are introduced to monitor if any rules are broken. In 
case of any policy breach, the code is automatically rejected. 



Testing Framework 

A Testing Framework allows you to define your test code, which will be 
triggered by an Azure Data Factory pipeline, and will log its results in a 
persistent SQL table. 

All core functionalities are covered by the framework, but it’s perfectly 
possible to build custom logic on top of it, to automate data quality 
assessments even further. 



What else can a Testing 
Framework be useful for? 

Assuming that each developer is responsible for providing tests that verify 
the quality of their work, the need to manually maintain a library of up-to-
date testing scripts is gone, with the only requirement being to assure the 
proper configuration of the framework’s workflow. 

Another core assumption is that Tests consist of a finite number of steps, 
and the Test itself passes successfully only when they all finish without 
errors. Consider this when writing your logic, to make sure that the correct 
result is passed outside of your Stored Procedure or Notebook. 

Tests also allow the use of Parameters which in essence are JSON 
files containing key/value pairs that allow the use of generic code in a 
different context. 

For example, you can write a query that accepts a dynamic list of tables 
to calculate row counts. The said list can be provided for each execution 
within a JSON, thus allowing you to maintain a single Stored Procedure 
that can run your data quality checks against an endless amount of table 
combinations. 



How to check the results of the Tests? 

The current version of the framework comes with a built-in Power BI 
report that displays an easy to digest summary of all tests run across all 
your environments. The example metrics include: 

 • A summary of your framework’s implementation. You can see the total 
amount of defined tests, the average time of execution, count of logged 
execution, and a percentage ratio of tests that passed their success 
criteria 

 • The split of test outcome across environments, dates, and a summarized 
view per each test object (stored procedure, Databricks notebook) 

 • A simplified version of the error log with descriptive information on 
what failed and why that happened. This should point you to the issues 
at hand. 



What is Adoption 
Measurement?

Adoption Measurement helps to understand how your 
organization utilizes the available data models and dashboards. 
It allows you to gain better knowledge on which reports are most 
popular, what is the peak usage time, which analytical tools are 
most used, and more. 

On the other hand, you can also see which reports are not used 
and maybe should not be maintained anymore. 



Adoption Measurement is built based on several Azure 
services. The solution collects user activity logs from 
all indicated Azure Analysis Services instances and 
Power BI services. The entire data history is stored and 
organized within a dedicated database. 

On top of the mentioned data, the dedicated Azure 
Analysis Services model stores the most crucial 
and important measures and attributes. With that, 
power users can do a more sophisticated analysis. 

There is also a dedicated dashboard that provides 
comprehensive insight on user behavior from the three 
perspectives: Azure Analysis Services, Power BI Service 
Activities, and Power BI Service Users. 

How does it work?



1
Having a unified framework 
for working on a project makes 
it much easier to manage all 
different parts, and helps prevent 
issues with consistency, which is 
very important, especially in the 
long run.  

2
Our framework for data projects 
encompasses a range of roles, 
processes, and tools to help you 
manage your project. This includes 
procedures for implementing it 
within the organization and the 
project, and monitoring project 
effectiveness after deployment. 

3
The framework ensures that 
everyone follows the same best 
practices and processes in their 
work, so even if you have separate 
teams, they share a common 
language.  
 

Key takeaways:  



How to organize a project  
effectively? 
There are three key aspects of a project to take care of: framework & team setup, 
tools, and infrastructure. 

Stay flexible with your framework approach 

Frameworks like Scrum or Agile are a good 
starting point. However, in practice, doing 
everything 100% by the book might be 
impossible, very difficult, or even, on occasion, 
a bad choice. 

In such cases, some exceptions might help and 
allow us to adapt. The worst that can happen is 
forcing specific framework rules and treat them 
like they’re the only acceptable way. 

Someone might suggest to just use a different 
framework. But it’s likely that it won’t change 
much, and you’ll still be left with something that 
doesn’t quite work for you. 

To make it clear, we’re not claiming that changing 
framework rules entirely is a solution (in that 
case, it is probably better to create your own 
framework). But a slight modification or deviation 
from the rules might be helpful, and will allow for 
easier adjustment to project reality and better 
control of it.



Think about your delivery team setup 

When a delivery team counts 2 to 4 
people, there are no major issues with 
organizing work. One person can easily 
have everything under control. 

But when you have 15 team members on 
board or more, the scale is completely 
different. One person is no longer able to 
control everything without a good setup.  

Note: A lot of sources give suggestions for 
how to set up large teams in order to avoid 
difficulties and chaos. Often the number 
is between 7 and 9 people. We find this 
approach to work quite well.  

However, in a large project, there might 
be multiple smaller engagements which 
at some stage should be developed 
independently. 

This is because they concern completely 
different areas that are completely or 
highly separated, e.g. sales and human 
resources, compliance and customer 
relationships, etc. 

In these situations, development might 
be done in parallel by two or more 
delivery teams.



How does a parallel team setup work?

Assuming 15 team members, where: 

 • 1 person is the lead architect/Project Owner (a combination of a technical person 
who understands the bigger picture, designs the architecture, connects the 
separate areas into one working solution (e.g. sales, controlling, human resources), 
and has project management skills) 

 • 14 people are developers at different experience levels (junior, senior, principal, 
etc.), 

the suggested team split could be the following: 

 • 1 person as lead architect/Project Owner 
 • 2 delivery teams, each consisting of:  

 ○ 1 team leader (senior or principal level) 
 ○ 6 team members. Depending on the project needs, each team leader might be 

supported by 1 or 2 people, mostly at the senior level (also called sub-leaders). 

https://www.predicagroup.com/blog/predica-project-owner/?utm_source=ebook&utm_medium=organic&utm_campaign=EDW


The delivery team is self-organized (like in Scrum). 
Team leaders support the lead architect/Project Owner 
in requirement collection and business analysis. Based 
on the results of it, together with all team members, 
they define the tasks and estimations. 

During development, the delivery team leader and sub-
leaders support other team members in development 
activities, but they also communicate directly with 
the client’s SME when some requirements need more 
clarification or refinement. 

There are probably many other setups and possibilities 
for organizing your team. The key point is that you 
should not be afraid to change the rules (within reason), 
team setup, or approach, if these make things easier and 
better for your project. 

Note: This suggested team setup is not based on any specific 
project management framework (to our knowledge). We 
designed this approach ourselves and adopted it in projects 
where the team is large enough to benefit from the split. 



Which tools can help you 
with project management? 

The right tools and solutions can improve and boost team 
collaboration and simplify project management. It won’t come 
as a surprise that we use Microsoft solutions daily. 

This section doesn’t contain detailed descriptions or tutorials 
for specific tools. Rather, we focus on benefits and how 
these services can help. There are a lot more detailed 
resources about each of them online.  



Azure DevOps 

In essence, Azure DevOps is a service that enables us to manage code (Git 
repositories), plan the scope of work, manage and measure progress, and 
build automation pipelines (Continuous Integration or Continuous Delivery). 

Code repository 

Keeping the entire code in one shared place is a standard in any IT 
project. No matter the engagement size. However, this is not just 
about storage. The code needs to be protected and specific policies 
need to be applied – changes in the code should be made under some 
control. Nobody should have the ability to take any part of the code, 
update it, and then commit it to the repository without any reviews 
and checks. 

Additionally, a good branching strategy should also be developed. It helps 
with code merging and preventing issues.  

This is especially true when the solution is already in production. We might 
need to develop additional new features between releases or apply hotfixes 
to production systems. 



Scope management and progress 
measurement 

Scope and progress are two elements 
that we need to manage and monitor 
throughout the project. 

In Azure DevOps, you can choose from 
templates for iteration development 
approaches like Scrum or Agile. Depending 
on the selected type, specific artifacts (i.e. 
work items like User Story, Project Backlog 
Item, Task, Bug, etc.) are defined. 

Our approach to methodology is more 
flexible, in that we do not follow the 
framework 100%. We apply some 
modifications, e.g. by extending 
work items with additional fields or 
adding new states. Improvements are 
introduced to better fit the project. 

Azure DevOps gives a lot of flexibility in 
this area, which means that project scope 
management is much more efficient. 

During the engagement, there are a lot 
of smaller parts, features that can be 
scoped, traced, and measured. 

To help us with them, we use Burndown 
charts. They give a better view of whether 
estimations were accurate and precise 
if we have delays in delivery, or when 
specific work will be done. 



Continuous integration and continuous 
delivery  

Another useful feature are CI/CD 
pipelines. They allow for automating 
environment creation and deployment, 
but also automated code build and 
deployments. 

In large projects where multiple 
environments are used, deployment 
automation and control are vital. 
Depending on configuration and project 
setup, you might have 2-4 environments 
(development, test, pre-production, 
production). 

Automation pipelines (Infrastructure as 
Code) ensure that each environment is 
equal, i.e. you can easily make sure that 
services and hardware setup are the same. 
This way you can often avoid issues related 
to environment setup. 

Another benefit is easy environment 
recreation with a simple single-click. 
There are situations when you might 
need to recreate the environment, 
e.g. in case of damage, or because 
something critical needs to be validated 
or checked. When that happens, you just 
run a defined pipeline, and you can be 
sure that the environment setup will be 
correct. 



During a project, we take a lot of notes and make a 
lot of sketches. It is good to organize all of them in 
Microsoft OneNote, rather than e.g. Microsoft Word, 
for easy access. It is worth spending some additional 
time to elaborate on the notes’ structure and discuss 
it with the team as a part of the kick-off meeting. It will 
make it much easier for everyone to place and find 
notes in the correct place. 

A lot of documents and content are exchanged 
and created throughout the process. Keeping the 
documentation aligned and organized in a logical 
structure helps team members to collaborate effectively. 

Instead of generating multiple places or storage locations 
for keeping project-related assets, it’s best to keep them 
in one place. Microsoft Teams allows us to do this. 

Similarly to OneNote, it is good to spend some time 
planning and develop Microsoft Teams organization 
and structure, e.g. folders, team structure, naming 
convention, etc.

Microsoft OneNote  Microsoft Teams   



How to set up your 
infrastructure? 

Engagements in data areas are continuously evolving 
and need to adapt to new situations. In addition, 
production environments must work consistently, 
without interruptions, especially during business 
hours when data consumption is high. 



Deploy uniform environments 

There are several different configurations of deployment environments. 
Sometimes it’s just two (i.e. one environment for development & testing, and 
one for production). More advanced setups might consist of even five or six 
different working environments. Most often, we end up with three or four. 

Of course, everything depends on your project complexity and scale. But 
regardless of that, it is crucial to ensure that environments are the same in 
terms of installed software, configuration, versions, patches, etc. 
These conditions might have a significant impact when moving code versions 
from development to testing. 

Any discrepancies may lead to some solution components not being 
deployable because e.g. the patch version between testing and development 
is slightly different, and certain functions aren’t working in the same way. 
Another case might be that everything is deployed without any issues, but 
when the code is run, some functions or procedures are not working because 
the software version is different. 

Handling and maintaining large environments to ensure their uniformity 
needs to be automated. This can be achieved with ARM (Azure Resource 
Manager) Templates. 



What are ARM Templates? 

In essence, ARM templates are JSON files that store the definition and 
configuration (i.e. service tier, disk size, etc.) of specific Azure services. 

A good practice is to use parameters within the ARM template. This is useful 
when the same service needs to be deployed to multiple environments with 
a slightly different configuration. 

For example, your development environment might not have to be too 
powerful, therefore a specific service tier might be lower than on the test 
environment. By using parameters, the same script can be reused to deploy 
both environments. 

Additionally, ARM templates might be used (and this is good practice) to 
make the entire environments automatically deployable by using CI/CD 
pipelines from Azure DevOps. 



The last thing which should be considered when 
it comes to Azure infrastructure components is 
automation, which can help us achieve savings on 
consumption costs. 

Imagine a situation where three environments are 
deployed, i.e. development, test, and production. 
Each of them might run a service that is not used 
100% of the time. We could switch it off for some 
part of the time, or the service tier might be 
lowered to a minimum. 

A good example is Azure Synapse Analytics (formerly 
Azure SQL Warehouse). For instance, ETL processes 
are run every day between 3 AM and 7 AM. After that 
period, the warehouse does not perform any intensive 
workloads. 

Therefore, the service should work on a higher tier for 
just four hours, and for the rest of the day, it can run on 
the lowest tier. 

This process can be automated, i.e. we can scale up 
service at the beginning of the ETL pipeline, and scale it 
down at the end of the ETL pipeline. 

For each environment, it is advisable to do an additional 
exercise and analyze when and at which tier your 
particular services should be running. 

The production environment should probably always 
be available, but there might be time windows where 
particular services might work at a lower tier. 

Automating your resource usage 



1
Use frameworks to your 
advantage. If something doesn’t 
quite suit your circumstances, 
consider changing it a little, so it 
works for you. 

2
Services like Azure DevOps, 
Microsoft OneNote, and Teams 
can help you and your team 
communicate effectively and stay 
on top of project tasks. 

3
Use automation wherever it 
makes sense to do so. It could 
save you time when it comes to 
deployments, and reduce your 
costs on service usage.  
 

Key takeaways:  

As for the testing environment, everything depends on the solution and release plan. 

Sometimes, it might need to run for 24 hours on full power, but other times, it might be completely switched off. The 
development environment will probably be only operational during working hours. 



Why do you need Master Data 
Management? 

Master Data Management (MDM) is a mature and well-developed area in 
data projects. Still, this topic is often skipped or marked as a low priority 
feature. It often comes up when the objective is to show some data on 
dashboards. Sometimes, the story might look like this:  

„Hey! We have all the necessary data. Let’s build some reports! There is no need 
to do any data adjustment. Everything that we need is there”.  

We’ve heard this statement quite a few times. In most cases, we noticed 
data quality issues due to a lack of master dictionary management. This 
makes creating the necessary report more difficult than expected.  

Insights at every level
According to Deloitte, 82% of companies where all employees take 
advantage of data analytics, exceeded their business objectives.

https://www2.deloitte.com/us/en/insights/topics/analytics/insight-driven-organization.html


What is Master 
Data Management?  

Essentially, Master Data Management is a process of 
unifying your data, so that it is consistently labeled 
and mapped to the relevant entities across all your 
systems.  

It allows all your services to use the same data 
set for all purposes, so that there are no gaps, 
inconsistencies or duplicates in your records.  



Why is it important?

The problem with Master Data might arise once 
your organization has at least two systems (i.e. CRM, 
accounting) that share common business objects, e.g. 
employee, country, account, etc. When you’re building 
a Modern Data Warehouse, what often happens is that 
many different business areas intersect and need to 
be somehow combined and connected. Without MDM, 
you won’t be able to solve it.  

If your organization does not take care of it, then at some 
point, difficulties and obstacles may appear. It’s not the 
worst thing, however it will limit business development 
opportunities. It will also prevent your company from 
making the most of its data and getting ahead of your 
competitors.  

A window of opportunity
Research by EY and Forbes cited in this report has 
shown that 37% of organizations are unable to 
personalize customer communications, because 
they’re unable to leverage their data for this purpose.
Why not get to know your customers?

https://www.ey.com/en_gl/alliances/digital-directions-a-perspective-on-the-impact-of-digital-technologies


Do you really need it?  

Of course, it is possible to operate without an MDM solution to some 
extent. Especially at the beginning, where there is no much data and 
dictionaries are small. 

Often it might be a simple case and can be easily fixed, e.g. a data 
discrepancy between a small dictionary which can be aligned 
manually between all source systems. A one-time alignment like this 
might be a solution, but in reality, usual problems are more complex, 
dictionaries are large and often updated, and occur in multiple 
systems with different sets of attributes. The higher the number 
of objects, the bigger the common parts which should be centrally 
maintained.  

Otherwise, eventually, processes and workflows will become 
unmanageable. Data quality will be low, business users will be confused, 
trust in the data will decrease. Preparing a single report will require a lot 
of human effort. Your organization will stay within data silos between 
departments and lose the opportunity to have a shared big-picture view of 
what is going on.  

This is just one example where you would need a Master Data 
Management system. But, of course, not everyone has the same 
requirements.  



Master Data Management 
in practice  
MDM is an inseparable part of a Modern 
Data Warehouse engagement. Here, it is a 
must, not an option. Without it, the whole 
program will face issues from the very 
beginning and will likely fail.  

How you create your solution depends on 
many factors, for instance:  

 • data complexity  
 • how large your organization is  
 • how many different systems you have  
 • how many master dictionaries (business 

objects) are recognized  
 • who is in charge of particular dictionaries 

(data steward)  

 • in which systems the same dictionary 
(business objects) exists  

 • how current dictionaries are managed  
 • what are the relationships and dependencies 

between them, etc.  

It is not just about the right tool, but also the 
business processes (including business rules) 
and responsibilities of dedicated roles. A proper 
tool should help you support not just the ETL, 
but also data management.  

There might be three different scenarios of how 
master data (business objects/dictionaries) is 
distributed, synchronized, and handled between 
particular sites (systems). 



Our business case  

Let’s consider the following situation. There are three 
different systems (System A, System B, System C) that operate 
on the same business object, i.e. Employee. There is also an 
MDM solution that integrates data between these mentioned 
systems. At the final stage, there is also a Data Warehouse 
which ingests dictionary data from Master Data. The goal 
is to achieve a global version (single source) of truth for the 
Employee entity.  

Employee objects are maintained separately in each system. There 
is no direct synchronization between them. Therefore, each source 
system has its own version of Employee data. Part of the Employee 
records exists in all systems (they are shared), while another part 
is unique to each system.  



Scenario 1 – no source system 

In this approach, all Employee data 
from our systems are transferred to 
Master Data. None of the sources 
can be indicated as a master source 
system for the Employee entity, 
and none of them contain all of its 
records.  

Within Master Data, everything 
is combined into one data set (or 
“superset”, “the master set”), which 
includes all records and excludes 
duplicates. In the final step, the 
information is distributed further 
for consumption.  

This situation occurs the most 
often. Objects are unified at 
the Master Data level and then 
propagated further (to a Data 
Warehouse) without feedback 
to source systems. In other 
words, data is ingested, and the 
integration process does not 
perform any adjustments at the 
data source level.  



Scenario 2 – two-directional data update 

Similarly to scenario 1, in this approach, Employee data 
from all three systems is transferred to Master Data. None 
of them can be indicated as a master source system for the 
Employee entity, and none of them contains all employee 
records.  

Again, within Master Data, all data is combined into a single 
dataset including all records and excluding duplicates.  

Here is where things are different. For Systems A and B, 
there is two-directional synchronization, i.e. unified records 
from Master Data are sent back to source systems, to 
update source information.  

Scenario 3 – single data source   

In this approach, we can identify System C as a source system 
that simultaneously contains all Employee entries. System C is 
therefore the Master Data source for Employee data.  

The data is transferred into the Master Data system, and then 
propagated to Systems A and B, and the Data Warehouse.  

Theoretically, all data synchronization from System C to 
Systems A and B could be done directly rather than through 
Master Data. Be aware though, that this is only an example of 
one specific entity. In a real Modern Data Warehouse project, 
there would be several dozen or several hundred of them.   



Data unification 
and stewardship 
Going deeper into master data set 
management, when the data is loaded into 
the MDM system, the next step is to unify 
and manage it. This process is done in two 
ways, i.e. manually and automatically. 
 
In an ideal scenario, data unification 
would happen automatically based on the 
developed logic. For example, Employee 
records from different systems are 
merged into one final entity, where all 
records receive a globally unique identifier. 
Afterwards, the Employee entity can be 
consumed for processing by other systems.  

Unfortunately, automated business 
unification is not always possible. There will 
always be some records that need to be 
reviewed, and some decisions that must be 
taken up by someone with a dedicated role.
  

We’re talking about a Data Steward, whose 
responsibility it is to manage the particular 
entities. Data Steward is the person who 
knows and understands particular MDM 
entities and their attributes very well from 
a business perspective. They should be 
the person who takes care of a particular 
dictionary’s final shape.  



What does a Data Steward do? 

A frequent scenario where a Data Steward has to take action, is 
when we need to do the mappings, e.g. between some objects 
from the source system and the master data dictionary.  

Imagine a situation where you’ve built the master dictionary for 
your products. The master Product entity is defined within the 
MDM system. It contains the Products that we agreed to name in a 
consistent way across the enterprise.

Now, the source systems might contain Product names that 
are completely different. Therefore, to be able to analyze data 
according to a defined global Product definition, the source system 
Product records need to be mapped to global Product definitions. 
This should be done by a subject matter expert in this area (i.e. 
Products area), i.e. our Data Steward.  
 



Next steps 

We hope you enjoyed this publication, and that it gave you a good overview 
of what a typical Data Warehouse modernization project involves. To sum 
up, here are the key stages: 

1. Defining your requirements – choose your data sources, metrics, 
and objectives for the upgrade. 

2. Choosing a framework for your project – you don’t need to start from 
scratch. Choose one that works best for you, and adjust it if needed. 

3. Setting up tools and infrastructure – organizing everything from the start 
makes working on the engagement easier for everyone involved, saving 
time, and potentially, money. 

4. Planning security measures – it’s useful to include them from the start, 
rather than leaving them until the end. 

5. Implementing Master Data Management – unifying your data will greatly
simplify processing further down the line. 

6. Making magic happen! 

 
Sounds like a lot? Don’t worry, we can make it easier – just get in touch with 
us to discuss your needs, and we’ll take care of the rest!  
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